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Data visualization has been around for over 200 years, yet it is still a fledgling field of study and practice.
We have much to learn. The pace of progress is slow, in part because most of the work—both research and
practice—stems from a superficial understanding of data visualization, at best. There is a great emphasis
on innovation in the field, but innovation for innovation’s sake is useless and often counter-productive. Our
progress at this point will benefit more from the development of basic skills and adherence to effective practices
than from the pursuit of novel visualizations and methods. Where problems exist, however, innovations are
needed. In this article, I’ll introduce you to one that has real merit.
Back in the year 2013, I introduced a new form of data visualization that I called a “Wrapped Graph.” I
developed this to solve a specific problem. One of the most effective graphs that has ever been developed is
the bar graph, which William Playfair introduced over 200 years ago. Regular bar graphs, however, are limited
in the number of values that they can display on a single screen or page. Their limits can extend beyond the 50
values displayed in the following example, but not into the hundreds or thousands.
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On occasions, when I ideally needed a bar graph, but couldn’t get all of the values in my data set to fit into
the allotted space, I would switch to a treemap, because treemaps can handle many more values in a limited
amount of space. Unfortunately, they do so in a way that is difficult to read and perceptually imprecise.
Our brains can decode and compare values that are represented as the lengths of bars that are aligned at
the base with great ease and adequate precision, but we struggle to decode and compare values that are
represented as the sizes of rectangles. Treemaps willingly sacrifice some readability and perceptual precision
to accommodate a large number of values when the need arises. But I wanted to display many more values
than a bar graph could handle without much of a compromise. Eventually, I realized that this problem didn’t
demand an entirely new form of display but, ideally, a mere extension in the number of values that a bar graph
can handle. It occurred to me that this extension could be achieved by splitting the contents of a single bar
graph across multiple columns. Wrapped graphs were the result of this insight.

(Note: This and all remaining figures can be clicked to view larger SVG versions.)
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Dot plots can also be extended in this manner.

I developed this idea by considering how best to design its appearance, as well as an interface that would work
well to interact with it. I then presented it to the world in my Visual Business Intelligence Newsletter.
At the time that I was working on this, a fellow named Daniel Zvinca, who has been active for many years in
discussions on my website, proposed to me the seed of another potential solution. I was too wrapped up in my
own idea of wrapped graphs to fully appreciate its merits at the time, but Daniel reminded of it a few months
ago.
Daniel was trained and worked for many years as a mechanical engineer, but eventually developed the skills of
a software developer, which he has applied to data sensemaking, including data visualization, for several years
now. He and I had the pleasure of meeting a few years ago when he drove from his home in Romania to the
city of Utrecht, in the Netherlands, where I was teaching a workshop. We’ve had many interesting discussions
over the years and have disagreed on occasions, but this new seed of an idea that he shared with me in
2013 eventually sparked a collaboration that has produced a new form of display. Much to Daniel’s chagrin,
I proposed that we call it a “Zvinca Plot.” The names that Daniel proposed were more descriptive (“Layered
Graph,” “Accordion Graph,” etc.), but less memorable, so I prevailed. Let me take you on an abbreviated
version of the journey that Daniel and I took together to bring the Zvinca Plot to life.

A New Solution to an Old Problem
I’ve already described the basic problem that Daniel was trying to solve. When we need to display a set of
quantitative values in a way that makes it easy to read and compare those values, it usually works best to
sort them in order from high to low or from low to high and represent them either as bars in the form of a bar
graph or as individual data points in the form of a dot plot. Depending on the size and resolution of the screen
or page, bar graphs and dot plots can accommodate a hundred values or so, but what if we need to examine
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more—perhaps a thousand or more? How can we preserve the perceptual effectiveness of these graphs while
scaling up the number of values? My invention of wrapped graphs did it by splitting a single graph into adjacent
columns of bars or dots, which can easily extend the number of values five-fold or more. What if we need to
extend the number of values further? When faced with this problem, Daniel realized that he could split the
values into subsets, much as I did by splitting them into columns, but could display those subsets relative to a
single quantitative scale.
Daniel’s insight will become evident as you consider an example. Here’s a data set consisting of 1,000 values:

Examine this example by beginning with the single quantitative scale, which extends horizontally along the X
axis and ranges in value from 0 to 1,300. Notice that this is just a standard linear scale, no different from one
that would appear in a regular bar graph or dot plot. Now notice that, from the lowest value in the upper left
corner to the highest value in the lower right corner, this data set of 1,000 values has been split into 20 columns
of 50 values each. The first set of values has been highlighted with a light shade of gray in the background.
The categorical labels along the left edge (Item #1, Item #2, etc.), which would ordinarily appear as actual
labels (e.g., Sally Smith, John Doe, Melissa Abernathy, etc.), are currently associated with the highlighted
column of values that range from 4.42 to 54.02. The next column of values begins at slightly greater than 54.02
and ranges to approximately 80. Because this particular data set is skewed toward the right (i.e., toward higher
values), the final rightmost column of values spans a broader range from 606 to 1,296.
In this example, each row contains 20 values. Notice, however, that they are quite distinct from one another.
They never overlap and their horizontal positions can be seen, read, and compared with relative ease.
Keep in mind that this example with 1,000 values does not represent the upper limit of this graph. On a screen
of reasonable size and resolution, a much larger number of values could be displayed.
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One of Daniel’s potential names was a “Layered Graph,” because, in a sense, it layers multiple subsets of
values on top of one another in the same horizontal space. It does so, however, in a way that does not result in
over-plotting (i.e., data points on top of one another) because each value in sequence is located in a different
row and by the time you get to the first value in the next subset (i.e., in the next column of values), it differs
enough from the value to the left to avoid overlapping. This is so simple a solution, but brilliant, nonetheless, for
it has never been previously proposed.

Data Points Rather than Bars
When Daniel first shared this idea with me, he illustrated it using bars rather than data points. The same data
set could be displayed as follows using bars.

Bear in mind that multiple columns of bars are superimposed onto one another. I’ve distinguished each column
of bars in this example using alternating shades of blue. Don’t be misled into thinking that you’re looking at
stacked bars, which is an easy mistake to make. The second bar that appears in the first row actually begins
at zero and continues to the right edge of the first lighter shade of blue, the third bar in the first row continues
to the right edge of the second darker shade of blue, and so on. The bars on not stacked, they are layered
(i.e., superimposed). Although the confusion created by the similarity in appearance to stacked bars can
be overcome, Daniel and I decided to eliminate bars from Zvinca Plots altogether to eliminate this potential
problem and a few others as well.

Data Point Shapes and Colors
In the context of a Zvinca Plot, I usually prefer data points that are shaped as previously illustrated (i.e., as
short vertical lines). They mark the location of values along the scale with greater precision than most other
shapes and require little horizontal space, even though they are large enough to be easily seen, which aids
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in preventing any overlapping. As you can see, using dots (i.e., small circles) rather than short vertical lines to
display the same exact values as before is certainly an option but it adds no value and, in fact, slightly reduces
our ability decode values precisely because of the dots’ greater width.
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Multiple shapes can be used to encode a new categorical variable, but using multiple colors for this purpose
instead works fine with the short vertical lines. In the example below, the colors green, blue, and orange
encode a categorical variable consisting of three items.

As you can see, the short vertical lines are large enough in this particular case for these color differences to be
seen. If the lines were much narrower, however, it would become difficult for our eyes to distinguish the colors,
in which case larger data points, such as dots, could work better.
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An alternative to this approach to encoding the new categorical variable using colors would be to vary the
shapes of the data points. Here’s the same data as above with the new categorical variable encoded as three
shapes: circles, squares, and triangles.
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To make these three categorical distinctions easier to perceive, we could redundantly encode using both shape
and color differences, as in the following example.
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If a second quantitative variable must be shown, encoding those quantitative values as a range of color
intensity, such as from light to dark blue, could benefit from somewhat larger data points than short vertical
lines, such as dots, as illustrated below.
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An alternative, in this case, would be to encode the second quantitative variable as variations in the size of the
data points. In the example below, I used dots and varied their sizes, much as we do in bubble plots.

This approach adds a bit of visual clutter and it decreases the precision with which we can decode values of
the primary quantitative variable (i.e., the one encoded by horizontal position relative to the quantitative scale),
but it still works reasonably well.
It is worth pointing out that whenever a new variable is encoded as variation in data point hues, color
intensities, or sizes, any pattens that appear along a single row of data points are meaningless. For instance,
if most of the data points in the first row of the example above were larger than normal, that pattern would be
completely arbitrary.
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Zvinca Plots and Various Distributions
All of the examples of Zvinca Plots that I’ve shown so far display the same data set. This particular data set
has a name: the Burr distribution. It is highly skewed toward higher values. Daniel and I did not choose this
data set because it shows off Zvinca Plots better than other distributions. We wanted to illustrate the merits of
these plots with a realistic data set rather than one that was fabricated to make our case. In the example below,
another data set of 1,000 values is displayed, but this time the distribution is closer to normal in shape.

None of the data sets that we tested posed any problems for the graph. It’s important to also point out that data
sets consisting of both positive and negative values can be displayed without any problems whatsoever.

Zvinca Plots versus Treemaps
When I mentioned treemaps before, I wasn’t suggesting that Zvinca Plots are a suitable replacement for them.
Treemaps have a feature that cannot be duplicated by individual bar graphs or dot plots or an extension of
them such as Zvinca Plots. Treemaps were specifically created to display parts of a whole at multiple levels
of a hierarchy simultaneously. For example, a treemap could be used to display individual stocks in the stock
market, grouped into individual sectors of the market, in a manner that enables part-to-whole comparisons
within and among both levels of the hierarchy.
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When multiple levels of a hierarchy are not involved, however, a Zvinca Plot can display data more effectively
than a treemap. Here’s the one-thousand item data set shown previously with only one categorical and one
quantitative variable displayed as a treemap.

I didn’t bother to include any of the categorical labels, in part because it would be difficult to do so in any but
the largest rectangles. If the second quantitative variable that I’ve shown before is included and encoded as
varying intensities of blue, the treemap looks like this.

Copyright © 2017 Stephen Few, Perceptual Edge

Page 13 of 20

In contrast to this treemap, here’s the data displayed as a Zvinca plot.

The primary quantitative variable—the one that’s associated with the scale along the X axis—is represented
clearly and precisely. The secondary quantitative variable—the one that’s represented by shades of blue—
works exactly the same as the treemap, except that most of the data points are smaller than most of the
rectangles. The advantage of the treemap’s larger objects for ease of distinguishing colors has a downside
that doesn’t affect the Zvinca Plot. Because all of the data points are equal in size, our perception of the values
that are encoded as color intensities is now skewed by differences in the sizes of objects. In a treemap, large
rectangles of a particular color stand out much more than small rectangles of the same color, which makes
comparisons difficult.
Another potential advantage of Zvinca Plots over treemaps is the fact that two categorical variables may
be displayed even when there is no hierarchical relationship between them. Treemaps can display multiple
categorical variables by embedding them inside one another, which only works if they represent different
levels of a single hierarchy. A Zvinca Plot can vary data point shape to display a second, unrelated categorical
variable, in addition to the one represented by vertical position along the Y axis.
Which of the two visualizations can display the largest set of values? While it is true that a treemap can take
greater advantage of the available space, it is not true that a treemaps can do so in a manner that is readable
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and therefore useful. The following Zvinca Plot displays 5,000 values:

This plot was specifically designed to take advantage of a large, high-resolution screen, so viewing it within this
PDF isn’t optimal. For this figure and the next few, I’ve provided links to high-resolution versions. Here is the
same data set displayed as a treemap:

Can you read any of the values in the treemap? No, this isn’t what treemaps were designed to do. Apart from
accessing the quantitative value of one item at a time, such as by hovering over individual rectangles to get
their values to appear, values cannot be read. At best, we can see rough differences in the sizes of rectangles.
In contrast, however, with the Zvinca Plot we can read individual values and compare values with relative ease.
Something else that’s obvious when comparing these two visualizations is the fact that the Zvinca Plot tells
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us a great deal about the shape of the distribution that cannot be seen in the treemap. Look at the previous
treemap again and imagine trying to determine the shape of the distribution. If you’re being honest with
yourself, you realize that the treemap isn’t designed to reveal much, if anything, about a distribution’s shape.
Let’s put this to the test with one more example. Look at the treemap below and try to describe the shape of the
distribution.

Any luck? Now, look at the same data set of 5,000 values displayed as a Zvinca Plot.

The Zvinca Plot reveals a distribution with tails on both ends that is relatively close to normal in shape.
To summarize, while Zvinca Plots cannot replace treemaps for displaying part-to-whole relationships at multiple
levels of a hierarchy simultaneously, they appear to provide a better solution than a treemap for displaying a
large number of values for every other purpose.
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Zvinca Plots versus Wrapped Graphs
Compared to my wrapped graphs, Zvinca Plots have four potential advantages:
1. They can accommodate a larger set of values.
2. They display values in a manner that supports improved perception of quantitative precision.
3. They display data in a manner that makes it easier to compare values that differ greatly.
4. They provide a clearer view of the distribution’s shape
By splitting values into separate columns, each with its own quantitative scale, wrapped graphs are limited in
the number of values that they can accommodate by the number of columns that can fit horizontally across the
width of the screen or page. Beyond a certain number of columns, individual columns become too narrow to
display values with adequate precision.
Similarly, when values are split into multiple columns, the narrower width of those individual columns,
compared to the total width of the screen or page, reduces the space across which values can be displayed.
Greater width supports greater precision in the representation of values based on their horizontal positions.
Because wrapped graphs split the values into separate columns, values that appear in the same column are
much easier to compare than those that appear in different columns. This problem does not exist in Zvinca
Plots because all of the values share the same space and quantitative scale.
Finally, as I pointed out earlier, Zvinca Plots provide a clearer and therefore more useful view of the
distribution’s shape. This works because all of the values share the same quantitative scale. By splitting
columns of values into their own respective quantitative scales, wrapped graphs fail to provide as clear of view
of the distribution’s shape.

Zvinca Plot Interfaces
If Zvinca Plots are implemented in software tools (Excel, Tableau, Spotfire, R, etc.), care should be taken to
support them with appropriate interfaces. In particular, the following features should be addressed:
1. Default quantitative scales
2. Default background
3. Default data point shapes and sizes
4. Default data point colors
5. Automated column optimization
6. Labeling via column selection
7. Default position of the first value
8. Filtering data via brushing
9. Addition of quartiles
Default quantitative scales
As a default, quantitative scales should appear above and below the plot area. Providing a simple means to
remove one of the scales makes sense, but having both appear in the beginning makes it easier to read the
values of data points by associating their position with the nearest quantitative scale. Also, just as with regular
dot plots, if all of the values fall within a relatively narrow range far from zero, the scale should begin at a value
just below the lowest value in the data set, rather than at zero.
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Default background
A light background in the plot area will allow the data points to stand out clearly in the foreground. Either 100%
white or slightly off white will work best under most conditions. For unusual conditions, such as when viewing
the screen in a darkened environment, it would make sense to allow the background to be switched to black or
slightly off-black.
Default data point shapes and sizes
We’ve already considered the fact that data points can have various sizes, but as a default the short vertical
lines that I’ve illustrated in most of the examples support optimal perceptual precision. These short lines should
be high and wide enough to be easily seen, but no more so.
Default data point colors
Many colors would work equally well as a default, as long as they stand out clearly against the background.
Black would work perfectly, many other dark colors would work almost as well. When the colors vary to
represent a second quantitative variable, the usual guidelines for heatmap colors should be followed, relying
primarily on a range that varies from light to dark within a single or closely related set of hues.
Automated column optimization
Column optimization is key to making a Zvinca Plot reach its potential. When we choose a Zvinca Plot, we
should not be forced to choose the number of columns across which the values are split. This is an ideal job
for a computer. If there is sufficient vertical space for all of the values to appear in a single column, then a
Zvinca Plot should usually appear as a normal dot plot. The crucial considerations when determining the ideal
number of columns are the optimal sizes of data points for easy viewing (i.e., large enough to easily see) and
the vertical space that’s available. Most of the examples in this article involved data sets consisting of 1,000
values, arranged into 50 rows and 20 columns. I limited these examples to 50 rows to keep them from growing
too large for this PDF document, but for normal viewing many more rows would work better. The maximum
number of rows should usually be determined by considering the smallest text for the labels that can be easily
read. If the vertical space and screen resolution allows 100 rows of text labels to be read with ease, there no
reason to limit the rows to fewer. So, a column and row optimization algorithm that operates as a default could
take the total number of values divided by the maximum number of rows that can be easily read to determine
the optimal number of columns. The algorithm should be smarter than this, but I’ll leave it to the experts to work
out the details.
Bear in mind that most of the examples in this article involved a total number of values that could be evenly
split across the columns. The real world, however, is rarely so neat. Consequently, the final column of values
to the right would usually contain fewer values than the preceding columns. This doesn’t create a problem as
long as the final column isn’t left with a tiny number of values relative to the other columns, which would waste
valuable space.
Labeling via column selection
Just as with wrapped graphs, labels for only one column of values can appear at a time. The interface should
make it easy to select the specific column of values for which the labels should appear. An easy way to do
this is to allow any position along the quantitative scale to be clicked, resulting in the corresponding column of
values being highlighted and its labels made visible. Although highlighting can potentially be done in more than
one way, it usually works best in this context to place a light shade of color in the background of the selected
column and to place that same color behind the labels to create a clear visual connection between the labels
and the associated values.
It is not necessary for the values to appear as numbers to the right of the labels as I’ve done in the examples,
but this is a good default. When the extra space that’s used up by the numbers can’t be spared, it should be
easy to turn the display of the numbers off.
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Default position of the first value
In all of the examples so far, I placed the lowest value in the upper left-hand corner of the plot. This works best
as a default because we tend to scan graphs that organize data into rows and columns beginning at the upper
left. In addition to this default arrangement, however, it would be fine to provide the option of placing the lowest
value at the lower left-hand corner with the sequence running upwards rather than downwards. The example
below illustrates this alternative arrangement as well as the labeling of values other than those in the first
column.

Filtering data via brushing
It is always useful to allow data to be filtered by directly selecting the data that you wish to view to the exclusion
of other data. Using the mouse (or finger on a touch interface) to drag across a set of values to select them—
called brushing the data—followed by a simple command, such as clicking a filter button, is one of the ways
that filtering data in a Zvinca Plot should be enabled.
Addition of quartiles
Earlier we considered the information that can be discerned in a Zvinca Plot about the shape of the distribution.
When more information about the distribution is useful, these plots can be easily enhanced to provide
information about quartiles that is routinely provided in box plots and quantile plots. The positions of the 25th
percentile, median, and 75th percentile can be easily marked in a Zvinca Plot using vertical reference lines that
span the entire plot area from top to bottom.

Final Word
Many of the most useful innovations in any field, including data visualization, come in the form of simple
extensions or alterations to what already exists. Though seemingly obvious once they’ve been introduced, the
potential benefits of simple extensions can remain unknown for generations. If you’re like me, you look at the
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Zvinca Plot and ask, “Now why didn’t I think of that?” I wish I had, but I didn’t. Daniel Zvinca did, and we should
all be grateful. The Zvinca Plot solves a real and significant problem that has always plagued data visualization.
Unlike many innovations, which emphasize sexiness, this innovation emphasizes usefulness and effectiveness.
In my opinion, it is perhaps the most useful new form of data visualization that has been developed during the
course of my long involvement in the field.
It has been my great pleasure to help Daniel develop this idea and introduce it to you in this article. It’s now up
to all of us who care about data visualization to do what we can to turn this idea into a standard feature of data
visualization tools.

Discuss this Article
Share your thoughts about this article by visiting the Journey to Zvinca thread in our discussion forum.

Contact the Inventor
You may contact Daniel Zvinca directly via email at daniel.zvinca [at] logbis.com.
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